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Abstract 

Generative artificial intelligence enables learners to produce sophisticated knowledge artifacts 
without necessarily engaging in the cognitive processes through which understanding develops. 
This paper explores this reality by bringing together research on cognitive offloading, extended 
cognition theory, and emerging causal evidence on AI-mediated learning. The central argument is 
that the critical educational distinction is not whether learners use AI, but whether AI amplifies or 
bypasses learner cognition. Amplification extends what learners can do while preserving their 
responsibility for interpretation, synthesis, judgment, action, and reflection. Bypass removes the 
cognitive events that learning is meant to cultivate. To clarify this distinction, the paper uses two 
diagnostic concepts: metacognitive displacement, in which learners lose opportunities to assess 
what they know and can do independently, and unearned fluency, in which AI-generated outputs 
create the appearance of understanding without the formation of durable capability. Challenge 
Based Learning (CBL) is positioned as a framework for sustaining cognitive engagement in AI-
mediated environments, not because it was designed in response to AI, but because it is grounded 
in the conditions through which human capability develops: authentic challenge, sustained inquiry, 
purposeful action, and reflection. The educational imperative is to design learning environments in 
which intelligent systems extend human capability without displacing the cognitive work that 
makes learning possible. 
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Introduction 

Generative artificial intelligence refers to a class of AI models that produce new digital content, 
including text, code, images, explanations, analyses, and other artifacts, by learning and extending 
patterns from input data (National Institute of Standards and Technology [NIST], 2024). These 
systems extend beyond information retrieval, representation, or display because they generate 
work that closely resembles the outcomes of human reasoning. Learners are now able to produce 
high-quality artifacts without necessarily engaging in the cognitive processes such work is 
intended to develop. The central issue addressed in this paper is the widening gap between the 
quality of output and the depth of understanding underlying it. 

The Internet dramatically increased access to information and resources, while generative AI 
reduces the need for learners to engage in the cognitive processes traditionally required to 
produce them. Each technological shift redefines the goals of learning. When information became 
widely accessible, learning could no longer be defined primarily by memorization and transmission 
of facts. As production becomes more efficient and sophisticated, learning cannot be measured 
solely by outputs. A new foundational anchor for learning is therefore required. 

Learning in the age of AI must be anchored in judgment: the capacity to question, interpret, 
evaluate, synthesize, decide, and act in context. This position draws on three intersecting bodies of 
research. Extended cognition and cognitive offloading establish that external tools can both 
support and diminish cognition depending on use (Clark & Chalmers, 1998; Risko & Gilbert, 2016). 
Recent empirical work shows that generative AI intensifies these dynamics, with correlational 
evidence linking AI use to reduced critical thinking (Gerlich, 2025) and randomized experiments 
demonstrating that brief AI exposure produces measurable declines in unaided performance and 
persistence (Liu et al., 2026). Studies of LLM behavior further show that these systems simulate 
judgment through statistical priors and lexical association rather than grounded reasoning, 
producing surface plausibility decoupled from analysis (Loru et al., 2025). 

This paper contributes a design-oriented distinction between amplification and bypass. 
Amplification occurs when AI extends what learners can do while preserving their responsibility for 
meaning-making, judgment, and action. Bypass occurs when AI removes or substitutes for the 
cognitive event the learning experience was meant to produce. The question is how to structure 
learning so that the distribution of cognition work across learners and AI strengthens rather than 
weakens the learner. 

Challenge Based Learning (CBL) offers a principled response to that question. Developed before 
the current AI moment, CBL was not designed to manage AI risk. It was designed around a more 
fundamental insight: that learners engage in learning, and develop capability through authentic 
challenges, sustained inquiry, purposeful action, authentic feedback, and ongoing reflection 
(Johnson et al., 2009; Nichols & Cator, 2008; Nichols et al., 2016). That design logic, rooted in 
decades of practice and a growing empirical literature (Perna et al., 2023), proves particularly 
relevant now. In AI-mediated environments, CBL structures cognitive responsibility across the arc 
of learning, ensuring that learners cannot complete the work satisfactorily without doing the 
thinking. 
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Cognitive Offloading, Extended Cognition, and the Risk of Bypass 

Human cognition has historically relied on external tools and systems. Individuals write notes, draw 
diagrams, use calculators, consult maps, search databases, and construct models to stabilize, 
extend, and reorganize thought (Hutchins, 1995). Extended cognition theory posits that external 
tools can become integral to cognitive activity when they are reliably incorporated into an 
individual's work (Clark & Chalmers, 1998). Foundational research in the learning sciences 
anticipated similar issues. Pea (1985) differentiated between amplification, in which tools extend 
existing cognitive capacity, and reorganization, in which tools alter the structure of thinking itself. 
Salomon, Perkins, and Globerson (1991) further distinguished between effects with technology, 
referring to cognitive enhancement present while a tool is in use, and effects of technology, which 
denote the learning or capability that persists after the tool is removed. 

This distinction is particularly significant in the context of generative AI. External tools do not 
inherently enhance cognition solely by improving performance. In certain circumstances, these 
tools extend learners' abilities while maintaining their responsibility for interpretation, synthesis, 
and judgment. In other cases, they transfer these cognitive processes away from the learner. 
Consequently, the central educational question is not whether cognition can be distributed across 
individuals and tools, but whether such distribution fosters the development of human capability 
or circumvents the cognitive processes essential for capability formation. 

Cognitive offloading describes a related but distinct dynamic: the delegation of cognitive work to 
external resources in order to reduce internal processing demands (Risko & Gilbert, 2016). 
Offloading is typically rational and often adaptive, freeing attention, reducing unnecessary load, 
and improving immediate performance (Gilbert et al., 2020). Whether offloading supports learning 
is a separate question. Grinschgl, Papenmeier, and Meyerhoff (2021) demonstrated this 
dissociation directly: offloading can boost task performance while diminishing memory for the 
offloaded content. The value for learning depends on what is offloaded and how the freed capacity 
is used. Offloading peripheral demands can support learning; offloading the cognitive work the 
learning experience was designed to produce undermines it. 

Research illustrates how people adjust their cognitive strategies in response to external supports. 
When information is expected to remain accessible, individuals are less likely to store it internally 
(Sparrow et al., 2011). Access to external explanations can inflate perceived understanding without 
improving actual knowledge (Fisher et al., 2015). Even the mere presence of oneʼs own smartphone 
can reduce available cognitive capacity by drawing on attentional resources (Ward et al., 2017). 
These findings converge on a single point: access to external cognitive support changes not only 
what people do, but how they think about what they know. 

Generative AI extends these dynamics into domains previously associated with higher-order 
cognition. It can generate explanations, synthesize sources, construct arguments, produce code, 
evaluate alternatives, and propose responses. These are not peripheral tasks in education. They 
are the processes through which learning is expected to occur. As a result, the distinction between 
cognitive support and cognitive substitution becomes increasingly difficult to maintain. What 
learners offload to also matters. Loru et al. (2025) show that LLMs simulate judgment through 
statistical priors and lexical association rather than grounded reasoning, producing outputs that 
resemble synthesis, evaluation, or decision-making without performing them. The artifact the 
learner receives is an approximation of cognition rather than its product. 
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Recent empirical work makes this concern explicit. Gerlich (2025) found associations between AI 
use, cognitive offloading, and reduced critical thinking. Liu et al. (2026) provide causal evidence 
from a series of randomized controlled experiments that AI assistance can improve immediate 
performance while reducing later independent performance and persistence. Across tasks, these 
effects appeared after only brief interactions of approximately ten to fifteen minutes. In Experiment 
2 of Liu. et al. (2026) series of experiments, the strongest declines were associated with direct-
answer use: 61% of AI users reported using AI to obtain answers, 27% used it for hints or 
clarification, and 12% did not use it. Participants in the direct-answer group showed the largest 
declines in later performance and persistence, though the authors note that this subgroup analysis 
is correlational rather than causal. 

This finding makes the amplification-versus-bypass distinction empirically observable. The issue is 
not AI use in general. It is the pattern of use. When learners use AI to obtain direct answers, AI 
bypasses the cognitive event. When learners use AI for hints, clarification, or feedback, AI is more 
likely to amplify cognition while preserving effort and responsibility. The distinction does not reside 
solely in the tool. It emerges from the interaction among tool, task, learner, and design. 

Klein and Klein (2025) describe the cumulative outcome of chronic cognitive delegation through 
the concepts of the “hollowed mind” and the “Sovereignty Trap,” in which AI’s authoritative 
competence tempts users to cede intellectual judgment while mistaking access to generated 
answers for genuine capability. Liu et al. (2026) provide behavioral evidence of the mechanism: 
each act of offloading can raise the perceived cost of unaided effort, making independent thinking 
feel slower, harder, and less rewarding. Over time, the learner may not simply know less. The 
learner may become less willing to persist when knowledge is not immediately available. 

This is the point at which cognitive offloading becomes a learning-design challenge. The 
educational danger is not that learners will use tools. The danger is that tools will quietly remove 
the moments of productive effort in which learners retrieve what they know, test ideas, make 
connections, revise their thinking, and come to understand both the task and themselves as 
learners. 

Amplification, Bypass, and the Bicycle for the Mind 

The distinction between amplification and bypass can be clarified through a familiar analogy. Steve 
Jobs famously described the computer as a “bicycle for the mind,” arguing that tools can amplify 
human capacities in the same way a bicycle amplifies human locomotion. The bicycle does not 
replace the rider. It enables the rider to go farther and faster while preserving the rider’s agency, 
effort, and direction (Jobs, 1990/2014). 

The rider still chooses the destination, steers, adjusts, balances, and exerts effort. The tool extends 
what humans can do without displacing humans from the process. In the language of extended 
cognition, the person and the tool form a coupled system in which the combined performance 
exceeds what either could accomplish alone (Clark & Chalmers, 1998). The human remains the 
cognitive agent. 

An electric bicycle adds a useful nuance. The e-bike reduces the effort required to move, 
especially on difficult terrain, while preserving the rider’s role in steering, pacing, and direction. 
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Depending on how it is used, that assistance can extend capacity or diminish the need to develop 
it. Used well, it makes longer and more difficult journeys possible. Used poorly, it may reduce the 
very effort through which strength and endurance grow. Recent evidence supports this distinction: 
among AI users in controlled experiments, those who used AI for direct answers showed declines 
in unaided performance and persistence, while those who used AI for hints performed comparably 
to controls (Liu et al., 2026). 

Generative AI introduces a further possibility. When systems perform interpretation, synthesis, 
judgment and decision-making independently, the analogy shifts from bicycle to self-driving 
vehicle. The learner may still specify a destination, but the system handles navigation, movement, 
and the judgment calls along the way. The learner becomes a passenger. If this pattern becomes 
habitual, the learner may lose opportunities to develop the very capacities the journey was meant 
to build. 

This reframes the educational debate. The important question is whether AI use positions the 
learner as an active participant in cognition or as a passive recipient of outcomes. Jobs did not 
imagine a computer that thinks for us. He imagined one that lets us think further. Generative AI 
forces a renewed version of that question: are we designing bicycles for the mind, or are we 
creating systems that leave the rider behind? 

CBL gives this analogy a pedagogical structure. The challenge defines the destination. Guiding 
questions shape the path. Investigation provides the terrain. Action tests the response in context. 
Reflection helps learners understand what happened and why. AI can function as a bicycle for the 
mind when it helps learners move further, faster, and with greater reach while they remain 
responsible for the journey. It can function as an e-bike, providing meaningful assistance while still 
requiring direction, balance, and effort. It becomes a self-driving vehicle when it removes learners 
from the cognitive work of inquiry, decision-making, and judgment. The goal is to keep the learner 
in the role of rider, not passenger. 

The Decoupling of Performance and Learning 

Research in the learning sciences consistently demonstrates that durable learning depends on 
effortful processing, retrieval, feedback, and the integration of new knowledge with prior 
understanding (Bjork & Bjork, 2011; Dunlosky et al., 2013). These processes, often described as 
desirable difficulties, are often inefficient in the short term, but they are central to long-term 
retention and transfer. When learners retrieve, apply, adapt, and explain knowledge, they 
strengthen the internal structures that support future performance. 

Bjork and Bjork’s (2011) distinction between storage strength and retrieval strength is especially 
useful here. Storage strength refers to how deeply a memory representation is connected with 
related knowledge and skills. Retrieval strength refers to how accessible that representation is in 
the moment. AI can create a strong appearance of retrieval by making answers instantly available, 
but this does not mean storage strength has developed within the learner. The output may be 
fluent, accessible, and convincing while the learner’s internal representation remains fragile. 

Outputs, in other words, are not learning. At best, they are artifacts that provide evidence of 
learning. At worst, they are misleading signals that obscure what a learner actually understands. 
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Generative AI disrupts this relationship by enabling high-quality outputs without requiring 
corresponding cognitive effort. Learners can produce polished code, essays, designs, analyses, and 
strategic plans while engaging only minimally with the underlying concepts. Workplace studies 
point in the same direction. Brynjolfsson et al. (2025) found that generative AI increased 
productivity in customer support work, with the largest gains among less experienced and lower-
skilled workers. In this sense, AI can raise the floor of performance by helping novices approximate 
some practices of more experienced workers. Yet these gains should not be equated automatically 
with the development of independent judgment, transfer, or responsible action under uncertainty, 
since the study measured workplace performance within an AI-supported task environment rather 
than durable capability across contexts. 

This concern is reinforced by emerging research on AI and writing. Kosmyna et al. (2025) found 
that participants who used large language models for essay writing showed weaker neural 
connectivity, lower perceived ownership, and poorer recall of their own essays than participants 
who used search engines or no tools. The study also suggests that sequencing matters: 
participants who first wrote without AI and later incorporated it showed stronger engagement and 
recall than those who used AI from the outset (for a critical reading of the public reception of this 
study, see D'Isa, 2025). This pattern is consistent with the amplification-versus-bypass distinction. 
AI introduced after an initial independent effort may extend cognition, while AI introduced before 
the learner has formed a cognitive foothold may bypass it. 

Performance does not necessarily decline. In many cases it improves. What changes is what 
performance signals. When high-quality outputs can be generated with limited cognitive 
engagement, performance can no longer serve as a reliable proxy for learning. 

This is where the concepts of metacognitive displacement and unearned fluency become 
diagnostically useful. Metacognitive displacement occurs when AI removes the opportunities 
through which learners discover what they know, what they do not know, and what they can do 
without assistance. Learners lose not only knowledge and practice, but self-knowledge, the 
calibrated sense of their own capability that guides future judgment (Liu et al., 2026). Unearned 
fluency occurs when a learner encounters a polished AI-generated output and experiences the 
feeling of understanding without having built the underlying structure that makes understanding 
durable. The system has produced fluency, but the learner has not earned it (Fisher et al., 2015). 

Loru et al. (2025) offer an important complement to this analysis. In their study of large language 
models and judgment, they introduce the term epistemia to describe the illusion of knowledge that 
emerges when surface plausibility replaces verification. If epistemia names the system-side 
simulation of judgment, unearned fluency names what the learner may experience when 
consuming it. Together, they point to a compound educational risk: fluent outputs simulate 
judgment, learners mistake that simulation for understanding, and assessments mistake the 
artifact for formation. 

Two Insufficient Responses 

Two familiar responses to the concerns above fall short of what the moment requires. 
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The first is the calculator counterargument: education has adapted to disruptive tools before. 
Calculators did not destroy mathematics. Search engines did not destroy research. Word 
processors did not destroy writing. From this view, generative AI is simply the latest in a long 
history of cognitive technologies. We adapted before; we will adapt again. 

There is truth in this argument. Education should not respond to AI with nostalgia for unaided 
performance. A learner who uses a calculator after developing number sense may be freed to 
explore more complex mathematical relationships. A writer who uses a word processor may revise 
more fluidly. These are forms of amplification, and many forms of offloading are not only 
acceptable but essential. The calculator argument is a useful reminder that prohibition is the 
wrong goal. It is, however, not a sufficient guide for design. 

Generative AI differs from prior tools in the kind of cognitive work it can simulate. Calculators 
execute formal operations. Search engines retrieve information. Generative AI produces outputs 
that resemble interpretation, synthesis, explanation, creativity, and judgment. Loru et al. (2025) 
show that these resemblances emerge through statistical priors and lexical association rather than 
grounded reasoning. That resemblance is the problem. Tools can now produce the visible signs of 
higher-order cognition without requiring the learner to engage in higher-order cognition at all, and 
the cognitive cost is behaviorally measurable after only 10 to 15 minutes of use (Liu et al., 2026). 
Adaptation is possible; the open question is what forms of adaptation will preserve and foster 
human cognitive capabilities. 

The second response is restriction: if AI threatens learning, limit or prohibit access during 
formative stages of development. This position recognizes a real concern. Learners need space to 
think independently, wrestle with uncertainty, build foundational knowledge, and develop 
confidence in their own judgment. There are moments when limiting tools is pedagogically 
appropriate, just as learners sometimes need to estimate before calculating, sketch before 
rendering, or reason before searching. 

As a general solution, however, restriction is insufficient. It treats AI primarily as an external threat 
rather than as a condition of the world learners now inhabit. Learners will encounter intelligent 
systems across academic, civic, and professional life. Shielding them from these tools may protect 
certain moments of practice, but it does not prepare them to use AI responsibly, evaluate its 
outputs, recognize its limits, or resist cognitive bypass when access is restored. 

The stronger response is intentional constraint. Learning environments should include moments 
of unaided thinking, delayed tool use, explanation, critique, and reflection. These constraints 
develop judgment rather than avoiding technology. The goal is to design AI-mediated learning so 
that learners continue to do the cognitive work that learning requires. 

Challenge Based Learning as a Response 

Challenge Based Learning provides a structure for intentional constraint in AI-mediated 
environments. CBL begins with challenges that learners are responsible for formulating, 
understanding, investigating, and responding to, rather than with rules about which tools are 
permitted. CBL organizes learning around authentic challenges that require contextualization, 
sustained inquiry, decision-making, action, and reflection (Nichols & Cator, 2008; Nichols et al., 
2016; Johnson et al., 2009). As the framework has evolved across two decades and a growing body 
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of implementation research (Perna et al., 2023), it has consistently emphasized iterative cycles of 
questioning, investigation, synthesis, and response that position learners as active participants in 
meaning-making rather than passive recipients of content or generated outputs (Dikilitaş et al., 
2025). 

CBL was designed as a response to the persistent failure of schooling to engage learners in the 
kinds of authentic, consequential problems through which understanding and expertise actually 
develop. What distinguishes CBL from related frameworks is its openness of response: learners 
may pursue any form of action they can justify, including the decision that a challenge as framed 
has no viable response at all (Perna et al., 2023). That origin makes it especially credible now. The 
framework’s logic, that learners develop capability by doing real cognitive work in service of real 
challenges, is precisely what AI-mediated environments threaten to undermine, and precisely what 
CBL is structured to protect. 

CBL aligns with amplification by design. Tools, including AI, may support the work, but they do not 
assume responsibility for the learning. The framework distributes cognitive responsibility across 
the three phases of Engage, Investigate, and Act, and revisits that responsibility through sustained 
reflection. This distribution matters because the cognitive processes most at risk of bypass are 
also the most important: framing, questioning, interpreting, synthesizing, deciding, testing, and 
explaining. 

In the Engage phase, learners personally connect to and define the challenge. They move from a 
broad context or Big Idea to a meaningful and actionable challenge through questioning, 
contextualization, personalization, and refinement. This work requires interpretation and judgment. 
Learners must decide what matters, why it matters, who is affected, and what is worth pursuing. AI 
can productively amplify this phase by helping learners explore multiple perspectives, surface 
patterns, identify stakeholders, generate lines of inquiry, and test the clarity of their initial framing. 
But the critical cognitive act cannot be delegated: the challenge must be owned by the learner. If 
AI supplies the framing too early, the learner may inherit a polished direction without developing 
the interpretive responsibility that the Engage phase is designed to cultivate. A practical design 
principle follows: AI should enter the Engage phase after learners have wrestled with their own 
framing. Recent evidence supports this sequencing, with participants who composed 
independently before incorporating AI showing stronger engagement and recall than those who 
used AI from the outset (Kosmyna et al., 2025). 

In the Investigate phase, learners construct understanding through inquiry. They identify what 
they need to know, develop Guiding Questions, gather information, evaluate evidence, and 
synthesize findings. This phase is especially vulnerable to bypass. Generative AI can produce 
summaries, explanations, and apparent syntheses almost instantly. Used carelessly, it compresses 
inquiry into answer retrieval, the pattern most associated with declines in unaided performance 
and persistence (Liu et al., 2026). Used well, it can amplify inquiry by helping learners compare 
sources, identify gaps, generate alternative explanations, organize emerging findings, and prepare 
for deeper investigation. The difference lies in whether learners remain responsible for the 
synthesis. CBL counters metacognitive displacement through Guiding Questions, evidence 
checkpoints, and explicit synthesis requirements that force repeated calibration. CBL requires 
learners to make findings visible, connect evidence to the challenge, and articulate how their 
understanding is changing. These requirements protect the cognitive events that AI might 
otherwise remove. 
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In the Act phase, learners design, develop, implement, test, validate, and evaluate their Challenge 
Response while reflecting on both the effectiveness of the response and their own learning. This 
work requires the application of judgment under constraint. Learners translate understanding into 
a response appropriate to the challenge, the context, and the people affected. Depending on the 
challenge, that response may take the form of a product, prototype, service, campaign, policy 
recommendation, learning experience, community intervention, media artifact, research-informed 
proposal, systems change, or other purposeful action. AI can amplify this work through 
prototyping, simulation, modeling, drafting, debugging, analysis, visualization, translation, and 
iteration, helping learners move faster, explore more possibilities, and refine their response. 

The Act phase also carries a heightened risk of unearned fluency. AI can produce complete-
looking responses, including code, designs, plans, presentations, written arguments, 
communication materials, implementation strategies, and evaluation summaries that have not 
been tested against reality. CBL counters this risk by requiring action in context, where authentic 
constraints, evidence, and stakeholders provide feedback that AI cannot fully generate. Learners 
track their process, justify their decisions, evaluate their response against evidence and impact, 
and connect their actions back to their investigation. They demonstrate why the response is 
appropriate, where it works, where it fails, who it affects, how effective it was, and how it might be 
improved. 

This emphasis on inquiry, action, and reflection is consistent with Dewey’s (1938) view that 
experience becomes educative when it supports continuity, growth, and thoughtful interaction 
with the world. In AI-mediated environments, that distinction becomes urgent. Learners may have 
rich activity, rapid production, and impressive artifacts without educative experience. CBL 
addresses this risk by structuring experience so that learners must question, investigate, act, and 
reflect in ways that support continued growth rather than mere completion. 

Reflection connects all three phases and sustains cognitive engagement across the arc of learning. 
Schön’s (2017) concept of reflection-in-action emphasizes the importance of interpreting and 
adapting as work unfolds. In AI-mediated environments, where outputs can be produced instantly, 
reflection becomes the mechanism that reconnects learners to the reasoning behind those 
outputs. Learners must explain what they asked, what the system produced, what they accepted, 
what they rejected, what they changed, and why. This requirement resists both metacognitive 
displacement by forcing learners to assess what they actually know, and unearned fluency by 
requiring them to account for the understanding behind the artifact. 

Across these phases, CBL does not eliminate AI use. It structures it. AI becomes a potential 
amplifier of inquiry, creativity, and action, but the challenge remains the organizing force. The 
learner must still frame the work, ask the questions, interpret the evidence, make decisions, act 
responsibly, and reflect on consequences. In unstructured environments, learners can move 
quickly to outputs without engaging in the processes that support learning. In CBL, progress 
depends on those processes. The learner cannot complete the work well without doing the 
thinking. That asymmetry is the design. 

Implications for Learning Design and Assessment 

Generative AI reframes educational design around a central question: how can learning 
environments sustain meaningful cognitive engagement when information, explanation, and 



 

w
w
w
.c
ha
lle
ng
e.
in
st
itu
te

contact@challenge.institute

production are increasingly automated? Challenge Based Learning offers one principled response 
by organizing learning around authentic challenges that require learners to question, interpret, 
investigate, act, and reflect in context. 

Assessment must move beyond artifacts. If AI can produce the artifact, the artifact alone cannot 
serve as evidence of learning. Assessment must include evidence of reasoning, decision-making, 
critique, iteration, and reflection. Learners should be asked not only what they produced, but how 
they framed the challenge, why they pursued particular questions, how they evaluated evidence, 
what role AI played, where they overrode or revised AI outputs, and what they learned from testing 
their response. In an AI-mediated environment, process evidence is central to determining validity. 

Productive struggle must be protected. This does not mean making learning unnecessarily 
difficult. It means preserving the forms of effort that build capability. Liu et al. (2026) suggest that 
when AI provides direct answers, learners may become less persistent and perform worse when 
assistance is removed. The constructive counterpoint: AI can support learning when it scaffolds 
rather than substitutes, asks questions rather than simply provides answers, and keeps human 
judgment in the loop (Kestin et al., 2025; LearnLM Team, 2025; Wang et al., 2024). AI should 
support the learner’s next step, not remove the need to take it. 

AI ethics cannot be treated as a separate topic added after the real work is complete. In CBL, 
ethics is encountered through action. Learners working with AI must confront questions of bias, 
authorship, privacy, transparency, accountability, access, environmental cost, and human impact as 
part of the challenge itself. Ethical reasoning becomes part of the response, not an external 
commentary on it. 

For institutional leaders, the stakes are significant and specific. If AI weakens the relationship 
between performance and understanding, assessment validity erodes. If artifacts no longer reliably 
indicate capability, credentials become decoupled from competence, creating a systemic risk with 
direct consequences for hiring, professional licensure, and institutional trust. If learners repeatedly 
bypass the cognitive events through which expertise forms, education may produce fluent 
performers who lack durable judgment. These are not abstract risks. Early causal evidence 
suggests that costs can emerge within minutes; the deeper consequences may compound over 
years of schooling and professional formation (Liu et al., 2026). The question is not whether AI 
belongs in learning. It is whether learning will be designed so that AI amplifies human capability, 
rather than defaulting toward patterns that bypass it. 

The opportunity is equally significant. AI tutoring studies show that intelligent systems can 
improve learning when structured around active engagement, scaffolding, feedback, and transfer 
rather than just answer delivery (Kestin et al., 2025; LearnLM Team, 2025; Wang et al., 2024). CBL 
provides a human-centered framework for this opportunity because it keeps tools in service of 
challenges, and challenges in service of people. 

Future Research 

The argument advanced here is conceptual, but it points toward future research that can be 
tested in classrooms, studios, workplaces, and community settings. The following priorities are 
offered as an invitation to researchers, practitioners, and funders working at the intersection of AI, 
learning science, and educational design. 
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Metacognitive displacement in naturalistic settings. Liu et al. (2026) show reduced persistence 
and weaker independent performance after brief AI assistance. Future research should investigate 
whether repeated AI bypass affects learners’ ability to judge what they know, estimate their 
independent capability, and persist through difficulty over longer periods and across authentic 
learning contexts. 

Unearned fluency as an assessment phenomenon. Loru et al.'s (2025) concept of epistemia 
describes how systems can produce the appearance of judgment without grounded verification. 
Educational research should examine how learners experience and interpret this fluency, and 
develop tools that help educators distinguish fluent artifacts from durable understanding, 
particularly in high-stakes credentialing contexts. 

Studies in AI-mediated CBL environments. Comparative studies should examine patterns of AI use 
across the phases of CBL, focusing on when AI amplifies inquiry and when it bypasses the 
cognitive work of learning. Such studies can generate practical design principles for prompts, 
reflection protocols, milestone conversations, assessment rubrics, and ethical review. The CBL 
framework provides a structured site for this work precisely because its phases make cognitive 
responsibility visible and measurable. 

Longitudinal formation of judgment. The most important effects of AI on learning may not appear 
in immediate performance measures. They may appear in learners’ capacity to frame challenges, 
tolerate ambiguity, evaluate evidence, make responsible decisions, and adapt across contexts over 
time. These are the capabilities CBL is designed to cultivate, and they are precisely the capabilities 
most vulnerable to displacement if AI is used primarily as an answer engine. Longitudinal designs 
that track capability formation across transitions from school to university and from university to 
the workplace are needed. 

Together, these priorities constitute a research agenda positioned at the intersection of cognitive 
science, learning design, and educational measurement. They invite collaboration across 
disciplines, institutions, and sectors. The CBL framework provides a common structure for 
accumulating and disseminating findings. 

Conclusion 

Generative AI challenges traditional assumptions about learning by enabling the externalization of 
complex cognitive processes. It can amplify human capability, but it can also bypass the cognitive 
work through which capability develops. The difference lies in whether learners remain active 
participants in the meaning-making, decision-making, and reflection through which durable 
capability is formed. 

The concepts of amplification, bypass, metacognitive displacement, and unearned fluency provide 
a vocabulary for what is at stake. AI amplifies learning when it helps learners think further while 
preserving their responsibility for meaning-making, judgment, action, and reflection. AI bypasses 
learning when it removes the cognitive events that the learning experience was intended to 
produce. 
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CBL offers a viable response because it places learners inside meaningful challenges that require 
sustained inquiry, purposeful action, and reflection. The challenge defines the destination. Guiding 
questions shape the path. AI may become a bicycle for the mind, or at times an e-bike for the 
mind, but only if the learner continues to steer, balance, and determine the value and destination 
of the journey. 

CBL was not designed for this moment. It was designed for a more durable one: the moment when 
learning requires human beings to do what only human beings can do. That moment has not 
passed. In an age of intelligent systems, it has become more important. 
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Note 

Because this paper examines the relationship between generative AI, cognition, and learning, 
transparency regarding its development is warranted. Generative AI tools were used to assist with 
literature discovery, source verification, organization, editing, and the iterative refinement of 
arguments. AI was also used as a conversational partner to surface counterarguments, clarify 
concepts, and test coherence across sections. The authors remained responsible for all 
interpretive judgments, theoretical framing, integration of evidence, and final editorial decisions. 
Consistent with the paper’s central argument, AI was used to extend cognition, not bypass it; the 
authors were, metaphorically speaking, “pedaling the bicycle” throughout. 
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